


1.0
INTRODUCTION TO THE SYSTEM SAFETY ANALYSIS HANDBOOK

Historically, the driving force that led to the system safety concept was the lack of adequate attention to hazards in design and operations, particularly in complex systems.  The advent of the intercontinental ballistic missile caused the Air Force to initiate efforts to ensure that hazards be identified early in the weapons acquisition programs and that the hazards be designed out or that controls be designed into those systems.  The Military Standard 882 series, for which the Air Force has had primary responsibility, came into being and has governed the military departments’ weapon system procurement and operational safety programs.  The defense and related aerospace industries  have been required to comply, but have not been reluctant partners.  Other industries recognized the value of the system safety concept and, at the same time being faced with the reality of accident liability, utilized and adopted some of the same techniques from the defense community.  The system safety technology that is being developed in the non-defense industry, particularly in the process industry, led by the American Institute of Chemical Engineers, has only recently become an active force.  

By way of introduction to the System Safety Analysis Handbook, several thoughts about the Handbook intent, the system safety process, and the Handbook uses are appropriate.

1.1
Intent

The Handbook is intended to be a reference for all safety practitioners (both new and experienced) and any others who may become involved in the safety evaluation of  policies, plans, processes, products, services, or other activities.  Practitioners may include program managers who want to better understand the program safety activities involved and what safety may mean to resource allocation and planning.  It is hoped that this Handbook will assist all of us by being a “one-stop” source for many different concepts and ideas.  Some of the techniques listed have been developed for very specific problems; others are intended to be a broad approach to a wide variety of problems.  Some are quantitative and some are qualitative.  Some are inductive and some are deductive.  In any case, they represent a means of broadening the horizons of the analyst, and hopefully will result in better and more effective safety practices and programs.

In addition, the Handbook is intended to provide a single source starting point for information, ideas, approaches, techniques, and methodologies for addressing safety issues.  The Handbook is intended to be a stand-alone document.  The 2nd Edition consists of changed and added pages to be added to the 1st Edition.  There are two new sections.  Future additions will update information in a similar manner as new sections are added and others are expanded.

The success or failure of a safety program depends on how well conceived the program is and the commitment of management support.  This Handbook can aid in these efforts by facilitating the planning process and the education of program management.  An effective safety program requires early hazard identification and elimination or reduction of associated risk to a level that is acceptable to the managing activity.  This Handbook can assist in ensuring the success of safety programs by aiding in the early development of a strong program.

The objective of the System Safety Society is to make this Handbook a dynamic document that will grow and improve with time.  In order to do so, there must be society members and others who are willing to volunteer time and contribute to the project.  Those individuals who provide substantive contributions will be recognized as co-authors in subsequent editions.

The editors recognize that much of the information contained in this Handbook tends to be slanted toward U.S. Government operations.  Commercial operations, except for compliance with government requirements, have not kept pace.  The different, if not special, needs and requirements of the commercial sector and the international environment deserve to be addressed.  There are plans to do this in subsequent editions of this Handbook.

1.2
System Safety Process

The essence of system safety is that the system does what it is supposed to do and does not do what it is not supposed to do.  With today's complex systems, mishaps are frequently caused by multiple factors.  In addressing this, the system safety process is both deceptively simple and difficult to implement.  In general, the process consists of the following steps:

1.
Understand the system of interest.
Define the physical and functional characteristics of people, procedures, facilities, equipment, ant the environment.

2.
Identify and evaluate the potential hazards associated with the system.
Identify the hazards and undesired events.

Consider all operational modes and states of the system.

Determine the causes of the hazards.

Evaluate the potential hazards and determine significance.

Determine the severity, including costs.

Determine probability.

3.
Develop the means of sufficiently controlling the identified hazards.
Determine the cost of preventative actions.

Decide to accept risk or eliminate or control.

Look for synergistic effects and unintended consequences.

4.
Resolve identified hazards.
Optimize and prioritize preventive actions.

Implement hazard controls to minimize, control, or eliminate.

5.
Verify the effectiveness of the implemented hazard controls.
Feedback.

6.
Repeat the process at varying levels of detail.
Monitor for new hazards or changes in the system.

The system safety process works by applying a systems approach to the above steps.  This includes breaking down complex systems into understandable components.  These components can then be analyzed and potential hazards ameliorated.  The components are then reassembled into the original system.  It is prudent to then review the system in a holistic manner to ensure there are no unintended consequences.  The resolution of a potential safety hazard in one subsystem or mode may introduce a new potential hazard in another subsystem or mode.

The difficulty comes from the fact that the process is open-ended and not well defined.  Each step is fraught with difficulties that do not easily lend themselves to a pre-defined or consistent solution.  For example, the first step to an understanding of the system depends upon the scope of the analysis, which is not normally specified.  How far does one have to go to adequately understand the system?  What phases of the system are of interest?  Does one look into the mining operations needed to create the metals used to manufacture an item, or does one assume the process starts with the receipt of raw materials?  Does one even want to look at the manufacturing process, or does one look at the system as a “product” disconnected from the manufacturing process?  What does one need to know about the user, i.e., age, education, ethnic or cultural background, in order to properly understand the system?  There must be an optimal level of understanding, but there does not appear to be any means of determining when it has been reached.

1.2.1
Hazard Control Precedence

As part of the identification of hazards and developing controls, the practitioner should consider the precedence of hazard control solutions.  There is a definite priority in seeking a hazard control solution.  The generally accepted precedence is as follows:

1.
Design to eliminate hazardous condition.

2.
Design for minimum risk.

3.
Design in safety devices.

4.
Design separate warning devices.

5.
Develop operating procedures [to include protective clothing equipment (PPE) and 
devices] and train personnel.

6.
Develop administrative rules.

7.
Management decision to accept risk.

An analysis of this list shows the philosophy behind implementing safety solutions. This precedence emphasizes building safety into the system and minimizing reliance on human input.  Safety as part  of the design makes it integral to the system.  If the hazard cannot be eliminated, perhaps it can be minimized to an acceptable level.  Designing in safety devices (precedence #3, above) is slightly less desirable because it adds components to the systems, which adds complexity and these components may require their own maintenance and may have their own failure modes.  The 4th precedence, warning devices, is similar to precedence #3 with the addition of requiring action upon receipt of a warning, another potential failure mode.  Precedence numbers 4 and 5 depend on human performance, the least reliable factor in a safety paradigm.  In the final analysis, management decision-makers may have to consider accepting some level of risk as an alternative to the cost or reduced performance that may result from hazard elimination.  

1.2.2
Mishap Consequences

Another subset of decision factors is consideration of the consequences of a mishap resulting from a hazard.  The impact may affect any or all of the following:

•
Health and safety of personnel

•
Functional capability

•
Public image and reputation

•
Financial well-being (e.g., loss of sales)

•
Civil or criminal legal action

•
External environment

Each step of the process requires the same types of questions to be considered.  The possibilities become overwhelming.  The analyst very quickly comes to realize that the scope of the effort must be defined and bounded.
The system safety analysis tasks that are defined in standards such as MIL-STD-882, System Safety Program Requirements, require that these steps be performed, but do not indicate how one might go about implementing these steps.  It is one thing to state that a potentially hazardous condition needs to be identified, and it is an entirely different matter to figure out how to accomplish that task.  That is where the techniques described in this Handbook come into play.  They represent a compendium of techniques or “tools” that have been developed to help the analyst perform each of the previously discussed steps.  In some cases, the technique is useful for one part of the process, such as helping to gain a better understanding of the system, but do not provide help in another portion, such as in developing the appropriate hazard controls.

Each of the techniques listed have their own strengths and weaknesses.  No single technique will be the best for all types of systems, nor for all aspects of a large complex system.  It is useful to think of these techniques as tools in a toolbox, much as carpenter’s toolbox contains a number of specialized tools that are useful for particular tasks, but unsuited or others.  These tools are to be understood and used when appropriate.  The best suited tools are selected to help the analyst collect information that would be difficult to obtain otherwise.  These tools are then put back in favor of other tools for other situations.

Different analysis techniques may be used for each of the steps of the system safety process, to develop the information necessary to identity and control the hazards.  The techniques that are used to perform the actual analysis can and should be selected based on their ability to help the analyst find the required information, with the resources and expertise available.  Ease of use will depend on the “match” between the technique chosen and the specific characteristics of the problem at hand.

As a final introductory topic, the subject of residual risk must be mentioned.  No undertaking is risk free.  And, of course, risk is a relative term.  Efforts to minimize, control and/or eliminate potential hazards will leave residual risk.  Attempts to eliminate or control risk often displaces the risk.  Additionally, the risk often varies with the environment in which the system is placed.  Management decision-makers must understand and knowingly accept some degree of residual risk where appropriate.  It is the responsibility of the system safety practitioner, through the system safety  process, to make this known and understood.  

The degree of safety achieved in a system depends directly on management emphasis.  The safety practitioner must make sure mishap risk is understood and risk reduction is always considered in the management review process.

There is a definite time sensitivity to much of this information.  Keep in mind that the Handbook has been in production for four years and references change.  An obvious example is MIL-STD-882.  The C version that was published in 1993 significantly revised much of the material organization, particularly in the software safety area.  Every effort has been made to keep up with these changes.  Any omissions or errors are unintentional.

The selection process for information included in this Handbook has been subjective.  Your comments and recommendations will be appreciated for future updates (See Comments Form in Section F).

As a reminder, our address for comments and recommendations is:

New Mexico Chapter

System Safety Society

P.O. Box 9524

Albuquerque, NM  87119-9524

Comments may also be e-mailed to the System Safety Society at "syssafe@ns.gemlink.com".  Additionally, now that the Society has a web page (http://www.system-safe.com), there will soon be a an opportunity to discuss the Handbook on the internet.  The exact form has not been determined.  It may be a discussion group, chat room, list of frequently asked questions (FAQ), or some other format.  Look for it!

1.3
Uses of the Handbook
Safety practitioners may use this Handbook in several ways.  The editors envision that this might include use as a:

1.
Source of ideas for problem solving

2.
Basic reference in the discipline of system safety and in safety engineering

3.
Review text for general and specific self-training

4.
Vehicle to acquire material and ideas for teaching or training of others

5.
A safety management tool to aid in planning, scoping and scheduling safety activities.

1.4
Future Plans

As was mentioned in the 1st Edition, the plan was to update this Handbook approximately every two years.  It has been four years.  There are several factors involved, principal one being lack of pressure from users.  When questions and comments reached a critical mass, the editors were  undertook to develop the changes represented by this 2nd Edition.  The most pressure has come from those desiring a CD-ROM version.  Again, many decisions associated with this Handbook have been subjective, i.e., what to include, what to leave out, how to address a subject.  Again, note the user Comment Form at Appendix F.  Your comments will guide when and how this Handbook evolves.

1.5
Summary

The reader should recognize that this Handbook has been developed with volunteer labor and has all the advantages and disadvantages associated with this type of effort.  The information contained herein has been submitted by volunteers, representing the best efforts of experienced system safety practitioners. It is by no means the last word.  Each reader should use this information as a starting point and modify it as necessary to fit the task at hand.

The main point is that there is a need for this information compendium.  As Arch McKinlay said, “I don’t think it really matters if it’s not something gold-plated; we just need a guide, a flashlight, or a hammer and screwdriver.”  That says it all.  This Handbook is intended to be a useful tool, period.
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(Note:  The FOREWARD to the 1st Edition is as valid today and when it was written 4 years ago.  Therefore, it has been retained in this 2nd Edition.  It follows this update.  The reader may want to read the original FOREWARD first to appreciate the flow of the comments.  The Editors)
Our purpose, past and present — The Foreword to the 1st Edition of this handbook opened with a lamentation that there are no universally accepted definitions for important concepts in this field. Definitions of such basic terms as “hazard” and “risk” vary from source to source, as though there were little communication among system safety author-practitioners or, at least, only feeble accord among them. Even the definition of system safety itself is in some dispute. As this 2nd Edition is published, the deficiency of definitions is again lamented.


The 1st Edition Foreword next sought to unravel the poorly understood distinction between the types and the techniques of system safety analytical methods. This was followed by a brief tour of the path taken by the torch of excellence in the field — that torch having been passed from the US Air Force, where it originated, to NASA, to the nuclear power industry, and most recently to the chemical processing industry where most practitioners would agree it still remains.


Finally, there was another lamentation, this one pointing out that because the practice of system safety is largely art, and because art invites incompetence, malpractice does indeed abound in this field.


Our purpose in this Foreword to the new 2nd Edition is to expand on that issue of flawed practice. To augment the discussions of analytical methods that make up the meat of this handbook, we’ll describe a few of the defects that often mar the practice of system safety, as that practice is found in today’s world. They are here in no particular order of importance. Regard them as pitfalls of practice to be avoided:

Unexpressed exposure interval — Hazard probability is without meaning unless it is attached to a specified period of exposure.  Exposure interval may be a stated number of hours or years of operation, or miles driven, or perhaps a number of system performance missions or of intended operating cycles. Yet we often see system safety reports containing statements that probability for a given hazard scenario is, for example, E/“Improbable,” for a case where probability may be gauged subjectively, or perhaps that it’s 2.3 x 10–5 for a quantitative case, but with no indication whether the probability is meant to apply to one hour of operation or to a 30-year lifetime of service. Statements like these are uninterpretable in terms of system risk. A loss event having probability that is “Remote” over a two-week period may have “Probable” or “Frequent” probability over a 30-year system lifetime. The indistinct but often-used phrase “system life cycle” is also useless in describing exposure interval unless it is attached to a particular number of hours or years of operation or of individual operating demands.

Neglected mission phasing — Hazard analyses often treat the system only in its normal, full-up, steady-state operating mode. This practice can ignore other operational phases in which hazards may differ and loss events may be substantially more likely — e.g., system startup, shutdown, emergency stop. Many hazards only appear during system transients, and many hazards that are benign during some operational phases become truly vile during others. A hazard analysis that ignores important mission phases such as calibration, maintenance, takeoff, and landing too often misses important system-killer crash opportunities.

Mysteriously mixed targets — Beware of the hazard analysis that (1) describes a hazard quite well, (2) is accompanied by a convincing subjective assessment of risk in terms of hazard probability and severity, but (3) neglects to indicate whether the risk that’s been assessed threatens personnel, or equipment, or well, just what is the target that’s placed in peril by this hazard? Analysts in these cases often answer that the risk assessment represents the worst case of the outcomes available to any of the targets being considered, or perhaps that the assessed risk is a mystical “blend” of risks for the independent targets. That worst case or blended target may be one thing in the mind of the analyst and another in  the mind of the reviewer. And …a countermeasure applied to reduce risk for one target may be ineffective for another. Differentiating unequivocally between targets is a trait of the responsible analyst.

Confusing outcome with hazard — In describing a hazard, there’s a natural inclination to name it as though it were one of its own consequences. Doing this can disguise the true nature of the hazard and may interfere with identifying other important outcomes. We’re inclined to name a hazard as “electrocution,” for example — clearly an outcome. The real hazard may be “exposed energized unprotected high-voltage conductor.” Electrocution may be only one outcome for the exposed conductor, and using electrocution as the hazard name may distract us from thinking about “ignition of combustible vapors by electrical arcing.” For a well named hazard, one can infer the source, the mechanism, and a loss outcome.

Fault tree overgrowth — Fault trees get turned into fault kudzu by overzealous analysts who want to achieve — or who want to give the appearance of achieving — impressive thoroughness. A tree analyzed downward to the submolecular level may signal careless disregard for the use of precious staffing resources rather than analytical thoroughness. Consider that the fault tree TOP headline is a statement of the severity component of a particular risk. The tree analysis gives the probability component which, taken with severity, assesses risk and enables decisions as to acceptability. There is rarely justification to develop the tree downward any further than may be necessary to introduce quantitative probability expressions with confidence. That may be at a subsystem or assembly or subassembly level. Occasionally, it may be at the component level. Rarely need it wander about amongst the piece-parts. The tree is a conceptual model of fault paths within the system. The larger the tree, the more probable it is that the conceptual model will be flawed.

Mistaking heft for excellence — It’s easy to succumb to the notion that because an analysis is splendidly huge, it must therefore be magnificent! Mass alone does not confer virtue. Has the analysis really identified all important, non-trivial hazards and assessed their risks? That issue is of greater importance than the eventual size of the final document. For raw unqualified avoirdupois, consider a failure modes and effects analysis carried out down there at the flat bottom, piece-parts level for a system of any sensible size. There’s going to be bulk aplenty. But, if there’s vulnerability to catastrophes from multiple co-existing faults at widely scattered points within the system, will classical FMEA have discovered this? And will it have assessed risk for it?  (This is not to say that FMEA isn’t “good;” each analytical method has its own special strengths and shortcomings.)

Overconfidence in analytical results — The act of devoting hours of effort to an analysis task can bias us to believe that the results are more virtuous that can be justified by the nature of the analytical methods. “I’ve spent six months on this thing, therefore it must be good!” This is a particularly insidious trap for the analyst doing probabilistic risk assessments. The simple act of manipulating numbers through arithmetic operations can be mistakenly seen as having endowed the process with a precision that is not warranted by the nature of the numbers themselves.

Over-reliance on worst-credible severity — An often-used convention of the trade has us assess risk for a particular hazard-target combination, within a particular operational phase, at the worst-credible severity level of outcome. That’s a useful convention. It simplifies the effort. But it may also give a faulty assessment of risk. Consider a hazard having alternate, mutually exclusive outcomes. One outcome has very severe consequences and a rather low probability of occurrence. The other outcome has more modest severity but very great probability. For this lower severity case, the risk — i.e., the product of severity and probability — may be substantially greater than is true for the high severity outcome. Analyzing risk for the more severe of these two cases having the worst-credible outcome produces a result that is unrealistically low.

Analyzing for the sake of analysis — We sometimes analyze because we know how to analyze rather than because analysis is needed. But it’s sometimes less burdensome to develop and implement features to “fix” a problem than it is to analyze it, and then to have the analysis tell us that the same fix will be needed. The folly becomes more obvious when the analysis consumes the very resources with which the fix could have been accomplished. Analyses should be carried out to reach decisions. If the same decisions can be reached with satisfactory levels of confidence with less robust analyses or using judgment alone, over-analysis then becomes a threat to responsible resource stewardship.

P. L. Clemens, PE, CSP

Tullahoma, Tennessee

May 1997
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Our purpose in this Foreword to the new 2nd Edition is to expand on the issue of flawed practices. To augment the discussions of analytical methods that make up the meat of this handbook, we’ll describe a few of the defects that often mar the practice of system safety, as that practice is found in today’s world.  They are here in no particular order of importance.  Regard them as pitfalls of practice to be avoided:


Unexpressed exposure interval — Hazard probability is without meaning unless it is attached to a specified period of exposure.  Exposure interval may be a stated number of hours or years of operation, or miles driven, or perhaps a number of system performance missions or of intended operating cycles.  Yet we often see system safety reports containing statements that probability for a given hazard scenario is “Improbable” for a case where probability may be gaged subjectively, or perhaps that it’s 2.3 x 10–5 for a quantitative case, but with no indication whether the probability is meant to apply to one hour of operation or to a 30-year lifetime of service.  Statements such as these are cannot be interpreted in terms of system risk.  A loss event having probability that is “remote” over a two-week period may have “probable” or “frequent” probability over a 30-year system lifetime.  The indistinct but often-used phrase “system life cycle” is also useless in describing exposure interval unless it is attached to a specific time period.


Neglected mission phasing — Hazard analyses often treat the system only in its normal, full-up, steady-state operating mode.  Such practice can ignore other operational phases in which hazards may differ and loss events may be substantially more likely — e.g., system startup, shutdown, emergency stop, etc.  Many hazards only appear during system transients, and many hazards that are benign during some operational phases become truly vile during others.  A hazard analysis that ignores important mission phases such as calibration, maintenance, takeoff, and landing too often misses important system-killer opportunities.

Mysteriously mixed targets — Beware of the hazard analysis that (1) describes a hazard quite well, (2) is accompanied by a convincing subjective assessment of risk in terms of hazard probability and severity, but (3) neglects to indicate whether the risk that’s been assessed threatens personnel, or equipment, or …well, just what is the target that’s placed in peril by this hazard?  Analysts in these cases often answer that the risk assessment represents the worst case of the outcomes available to any of the targets being considered, or perhaps that the assessed risk is a mystical “blend” of risks for the independent targets.  That worst case or blended target may be one thing in the mind of the analyst and another in  the mind of the reviewer.  And …a countermeasure applied to reduce risk for one target may be ineffective for another.  Differentiating unequivocally between targets is a trait of the responsible analyst.


Confusing outcome with hazard — In describing a hazard, there’s a natural inclination to name it as though it were one of its own consequences.  Doing this can disguise the true nature of the hazard and may interfere with identifying other important outcomes.  We’re inclined to name a hazard as “electrocution,” for example — clearly an outcome.  The real hazard may be “exposed energized unprotected high-voltage conductor.”  Electrocution may be only one outcome for the exposed conductor, and using electrocution as the hazard name may distract us from thinking about “ignition of combustible vapors by electrical arcing.”  For a well named hazard, one can infer the source, the mechanism, and a loss outcome.


Fault tree overgrowth — Fault trees get turned into fault kudzu by overzealous analysts who want to achieve — or who want to give the appearance of achieving — impressive thoroughness.  A tree analyzed downward to the submolecular level may signal careless disregard for the use of precious staffing resources rather than analytical thoroughness.  Consider that the fault tree TOP headline is a statement of the severity component of a particular risk.  The tree analysis gives the probability component which, taken with severity, assesses risk and enables decisions as to acceptability.  There is rarely justification to develop the tree downward any further than may be necessary to introduce quantitative probability expressions with confidence.  That may be at a subsystem or assembly or subassembly level.  Occasionally, it may be at the component level.  Rarely need it wander about amongst the piece-parts.  The tree is a conceptual model of fault paths within the system.  The larger the tree, the more probable it is that the conceptual model will be flawed.


Mistaking heft for excellence — It’s easy to succumb to the notion that because an analysis is splendidly huge, it must therefore be magnificent!  Mass alone does not confer virtue.  Has the analysis really identified all important, non-trivial hazards and assessed their risks?  That issue is of greater importance than the eventual size of the final document.  For raw unqualified avoirdupois, consider a failure modes and effects analysis carried out down there at the flat bottom, piece-parts level for a system of any sensible size.  There’s going to be bulk aplenty.  But, if there’s vulnerability to catastrophes from multiple co-existing faults at widely scattered points within the system, will classical FMEA have discovered this? …and will it have assessed risk for it?  (This is not to say that FMEA isn’t “good;” each analytical method has its own special strengths and shortcomings.)


Overconfidence in analytical results — The act of devoting hours of effort to an analysis task can bias us to believe that the results are more virtuous that can be justified by the nature of the analytical methods.  “I’ve spent six months on this thing, therefore it must be good!”  This is a particularly insidious trap for the analyst doing probabilistic risk assessments.  The simple act of manipulating numbers through arithmetic operations can be mistakenly seen as having endowed the process with a precision that is not warranted by the nature of the numbers themselves.

Over-reliance on worst-credible severity — An often-used convention of the trade has us assess risk for a particular hazard-target combination, within a particular operational phase, at the worst-credible severity level of outcome.  That’s a useful convention.  It simplifies the effort.  But it may also give a faulty assessment of risk.  Consider a hazard having alternate, mutually exclusive outcomes.  One outcome has very severe consequences and a rather low probability of occurrence.  The other outcome has more modest severity but very great probability.  For this lower severity case, the risk — i.e., the product of severity and probability — may be substantially greater than is true for the high severity outcome.  Analyzing risk for the more severe of these two cases having the worst-credible outcome produces a result that is unrealistically low.


Analyzing for the sake of analysis — We sometimes analyze because we know how to analyze rather than because analysis is needed.  But it’s sometimes less burdensome to develop and implement features to “fix” a problem than it is to analyze it, and then to have the analysis tell us that the same fix will be needed.  The folly becomes more obvious when the analysis consumes the very resources with which the fix could have been accomplished. Analyses should be carried out to reach decisions.  If the same decisions can be reached with satisfactory levels of confidence with less robust analyses or using judgment alone, over-analysis then becomes a threat to responsible resource stewardship.


Hopefully, this handbook will help you avoid these pitfalls.

P. L. Clemens, PE, CSP

Tullahoma, Tennessee

May 1997
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Just what is System Safety?  Many authors have offered definitions of system safety.  There has been disappointingly little agreement among them.  Even the military standard devoted to system safety has varied from one revision to another in defining just what system safety is.  There is, in fact, disagreement as to whether the discipline is properly called system safety or systems safety.  (The former has earned the greater favor among today's more knowledgeable practitioners.)


Among those who practice system safety, dispute also surrounds definitions of even the most basic of concepts that are imbedded within the discipline — such elemental concepts, for example, as what constitutes a hazard, and what risk is.  These inconveniences detract from orderliness in the practice of system safety.  Moreover, they impede the universality of understanding necessary for communication within the community of practitioners.


Because system safety is a relatively new discipline, there are some who blame these problems on its youth.  It's true enough, after all, that in the more mature disciplines such problems were long ago put to rest.  There is not likely a single mechanical engineer who would quarrel with the well-known and universally understood handbook definitions for mechanical stress or hydraulic pressure.


Youth alone, or age, may not be the explanation however.  Mechanical engineering, after all, is a science-based discipline whose fundamental principles rest solely upon the physical laws of nature and on applying those laws to the solution of practical problems.  This is not the case for system safety.  There are no closed-form solutions available even to its most fundamental process — that of hazard discovery.  And what subjective assessment of risk is wholly free of emotional bias?  In system safety, one finds rich elements of philosophy interwoven with art (…and, sometimes, with guile!).


Despite uncertainty as to how to define system safety and its imbedded concepts, there is much less dispute that system safety may be described as incorporating both a doctrine of management practice and a collection of analytical methods which support practicing that management doctrine.  It is the analytical methods rather than the management doctrine that are dealt with in this compendium.  Those analytical methods have proliferated quite remarkably over the past two decades, and more is to be said of that below.  Of the textbooks that are devoted to system safety, many treat no more than a few of the analytical methods.  None treat them all.  Thus the practitioner has no single, comprehensive sourcebook to which to turn for descriptions of them all.  It is the principal purpose of this Handbook to overcome that shortcoming.  Yet even this Handbook will not have succeeded at that purpose — at least, not for very long.  For at any moment we might choose, someone, somewhere, for better or for worse, who is developing or modifying or improvising a new, “best-yet,” system safety analytical method.  More is to be said later on that issue, as well.

Those analytical methods — Types or Techniques?  It is too little recognized that, of the approaches to “doing” system safety, some of the so-called analytical methods are types of analysis rather than true analytical techniques.  More than trivial wordplay is involved in drawing this distinction.  The techniques address the how of carrying out the analysis.  The types of analysis address the where, the when, or the what it is that gets analyzed.  Thus, a Subsystem Hazard Analysis is a type.  It deals with analysis (by whatever technique) at the subsystem level — i.e., where, rather than how.  And as a type, Subsystem Hazard Analysis can be supported by applying any of a number of the techniques.  Conversely, Failure Modes and Effects Analysis is a technique of analysis — a how — and it is applicable at many system levels varying, for example, from the subsystem level down to the parts-count level.


With few exceptions, the analytical techniques are divisible into two major sets:  those that rely on a hazard inventory approach (e.g., Preliminary Hazard Analysis, Failure Modes and Effects Analysis), and those that employ symbolic logic to produce a conceptual model of system behavior (e.g., Event Tree Analysis, Cause-Consequence Analysis).  Some authors think of the inventory techniques as inductive, whereas the modeling techniques are deductive.  And, it is worth noting, many of the techniques are simply derivatives of others.  Fault Hazard Analysis, for example, is indistinguishable in its basic methodology from Failure Modes and Effects Analysis, though many would argue otherwise with an inexplicable vehemence that both marks and mars this field.


The choice of method — avoiding failure at the outset.  In the rush to “do system safety,” it is too often the case that inadequate regard is given to the important business of selecting, with rational care, the particular analytical method to be used — whether that method might be a type or a technique.  Methods are selected on the basis of their current popularity, their fancied potency, or the affection developed for them by the individual practitioner, rather than on the basis of their worth at dealing meaningfully with the real technical issues at hand.  Recourse to a well-constructed compendium of methods is a way of rendering this pitfall less perilous.  This Handbook is such a compendium.


Supermethod lives on!  The search for the ideal system safety analytical method moves inexorably onward!  The notion will not die that there must exist, somewhere out there, one particular analytical approach that is overwhelmingly superior to all of the others.  That notion will not die as long as there are charlatans, and shallow thinkers to perpetuate the myth.  Of the many analytical techniques, each has its advantages and its shortcomings.  Each has more or less virtue in some applications than in others.  Recourse to a dispassionate, annotated compendium can help to guide in selecting the technique(s) for a specific application, but it can only help.  Again, this Handbook is such a compendium.


No supermethod? — Well, shucks…invent one!  Just as the search among existing analytical methods for the ideal one does not end, neither does the quest to invent the cosmically universal technique go unpursued.  Even as physics struggles to develop a Unified Field Theory, system safety practice seeks to produce an umbrella-style approach to which all system safety problems will succumb.


Indeed, the latest, ultimate, one-size-fits-all analytical method is brought to us in the technical periodicals several times each year.  (Often, these ultimate methods are given clever names that spell out catchy acronyms, and usually the papers that describe them have been given no benefit of sound technical review by peer practitioners.)  The result has been a proliferation of Swiss-Army-knife-style system safety approaches that enjoy starburst popularity, and then are seen no more.


Just as it was without recognized success that the van Gigch Applied General System Theory sought to provide an absolute system approach for any issue, so also have all such attempts in system safety practice failed, and largely for the same reasons.  Students of operations research — a very responsible group too-little heard from among system safety practitioners — are quick to point out that the variability of systems and the permutations of failure opportunities within systems make analyses of those failure opportunities intractable by a single analytical approach.  It's a rare Swiss Army knife, after all, that has both a bumper jack and a lobotomy kit in its inventory of tools.  However, undaunted by the physical truth of the matter, we find among us those who do continue to develop equipment to measure the flatness of the earth with ever greater precision.


Where lies leadership?  The Baton of Excellence in system safety practice has passed from one domain of application to another during the past few decades.  Among those who employ system safety methods to gage and to control risk, the chief impetus for generating roles of leadership has been the perceived urgency of need.


That element — the perceived urgency of need — was found in US Air Force circles in the epoch of Minuteman development.  From there, excellence in system safety practice became a DoD-wide imperative, propelled by the combined realization of success in the Air Force experience and the coming of ever more intense sources of energy under control by ever more complex systems.  It moved next to nuclear power circles with the requirement for probabilistic risk assessment to support the licensing of reactor plants during the period when nuclear power seemed to offer hope of energy salvation.  And from there, it came to be shared with NASA as manned rocketry had its beginnings and quantitative methods were considered necessary to ensure that risk was under appropriate control.  It was there, during the Apollo days, that numerical probabilistic methods began to provide unpopularly gloomy results, and NASA returned to less elegant, subjective approaches.


Now, in the post-Bhopal era, the Baton of Excellence in system safety practice has most assuredly moved into the private-sector chemical processing industry. A recent OSHA standard, CFR 1910.119, will ensure that it remains there for a time — until it is seized upon by yet another field of endeavor in response to a Bhopal-like catastrophe in some other venue.


Countering malpractice.  Abuses abound in the contemporary practice of system safety.  This is the case, largely, because much of current system safety practice rests upon “art form.”  There are few if any exact solutions to problems in system safety, no matter how well the practice might be supported by sophisticated analytical trappings.  Art permeates the practice.  Art invites constructive innovation, of course.  But art rests upon subjective judgment rather than logic.  Thus art admits abuse.


In addition to the opportunity for abuse that is provided by the art-nature of system safety practice, there is insidious motivation for abuse as well.  Consider the end use to which the results of system safety analyses are put.  Systems are analyzed as to their hazards and those hazards are assessed as to their risks for a single reason: to support the making of management decisions.  Management must decide if system risk is acceptable or if it is not.  And, if risk is not acceptable, then management must decide what is to be done, and by whom, and by when, and at what cost.


Management decisions, too, are often arrived at through the raw practice of art.  And they are decisions in which very serious interests are vested…monetary interests, ethical interests, emotional interests, legal interests, interests involving reputation.  Decisions favoring one of these interests are often in conflict with decisions favoring another.  Thus, the making of management decisions is an art form that tempts introducing subtle elements of personal bias — bias to favor a particular interest.  If one wishes to exercise that bias and to endow its exercise with the appearance of legitimacy, how might the wish be accommodated?  Why not twist gently at the arm of another art form?  Lean a bit upon the vagaries of system safety.  In management practice, the distinction between a desired analytical result and one objectively reached can be indistinguishably blurred, the more so if the analytical result is one which rests on the exercise of an art rather than an exact science.


And so, abuses do abound in the practice of system safety.  Some of those abuses arise out of ignorance, and some out of malevolence.  And so, perhaps, it may always remain.  But the abuses can be lessened in their prevalence and in their sinister character.  They can be lessened through the dissemination of well-ordered information, assembled by reputable practitioners, and effectively describing the elements of responsible practice.  That is the principal purpose of this compendium.

P. L. Clemens, PE, CSP

Tullahoma, Tennessee

March 1993
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